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We propose a study of abductive reasoning addressing it as an epistemic process that
involves both an agent’s information and the actions that modify this information. More
precisely, we present and discuss definitions of an abductive problem and an abductive
solution in terms of an agent’s information, that is, in terms of knowledge and beliefs. The
discussion is then formalised by ‘implementing’ our definitions in a dynamic epistemic logic
framework, where the properties of these definitions are studied, an epistemic action that
represents the application of an abductive step is introduced, and an illustrative example
is provided. A number of the most interesting properties of abductive reasoning (those
highlighted by Peirce) are shown to be better modelled within this approach.
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1. Introduction

Introduced to modern logic by Charles S. Peirce, abductive reasoning [30,22,25,3] is typically understood as the process
of looking for an explanation for a surprising observation. Many forms of intellectual tasks, such as medical and fault diagnosis,
scientific discovery, legal reasoning, and natural language understanding, belong to this category, thus making abduction
one of the most important reasoning processes.

Abductive reasoning has been studied mainly from a purely syntactic perspective. Typical definitions of an abductive
problem and its solution(s) are given in terms of a theory and a formula, and therefore most of the work on the subject
has focused on: (1) discussing what a theory and a formula should satisfy in order to form an abductive problem, and what
a formula should satisfy in order to be an abductive solution [3]; (2) proposing algorithms to find abductive solutions [19,
27,28,33,20]; and (3) analysing the structural properties of abductive consequence relations [23,2,41]. In all these studies,
which follow the so-called AKM-schema of abduction, certain explanationism and consequentialism are considered, but the
epistemic character of abductive reasoning seems to have been pushed into the background. In contrast, the GW-schema
[11,42] is based on the concept of ignorance problem, which arises when a cognitive agent has a cognitive target that cannot
be attained from what she currently knows, thus highlighting the distinctive epistemic feature of abduction that is crucial
to our considerations.

In this paper, an epistemic and dynamic approach to abductive reasoning is proposed. In this sense, our approach is closer
to the ideas in [21,7,1,26] in that it stresses the key role that agents and actions play within the abductive reasoning
scenario. Even so, our approach goes one step further, as it fully adopts a dynamic perspective by making explicit the
actions involved in the abductive process. We argue that abductive reasoning can be better understood as a process that
involves an agent’s information, and with this in mind, not only are definitions of an abductive problem and an abductive
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solution presented and discussed in terms of an agent’s knowledge and her beliefs, but a method through which the chosen
abductive solution is integrated into the agent’s information is also outlined.

More precisely, we propose that, for a given agent, an abductive problem arises when she comes to know or believe certain
χ that she could not have come to know or believe with the rest of her information, and that a given η is an abductive solution
to this problem for the agent whenever, together with the rest of her information, it would have allowed her to (come to)
know or believe χ . Then, considering the non-monotonic nature of abductive reasoning, we propose that abductive solutions
should be integrated into the agent’s information not as knowledge, but rather as beliefs. In a single sentence: we propose
that abductive reasoning can be understood as a process of belief change that is triggered by an observation and guided by
the knowledge and beliefs the agent has the ability to derive (Section 2).1

After proposing our definitions, we use dynamic epistemic logic (DEL) tools [39,37] in order to ‘implement’ our definitions
and formalise the discussion (Section 3 introduces the tools and Section 4 formalises our definitions). We show how the
classification of abductive problems and abductive solutions proposed in [3] can be extended in this setting, and a number
of the properties of these notions are discussed. An example illustrating the way our proposed ideas work is then provided.
The paper is completed (Section 5) with a brief summary of the key points of our approach and further directions for
research.

Single-agent setting vs multi-agent setting It should be mentioned here that, following the abductive reasoning tradition,
and in order to allow an in-depth discussion of our ideas, the present analysis focuses only on the single-agent case: the
definitions provided in Section 2 and formalised in Section 4 are given in terms of the knowledge and beliefs of a single
agent. Accordingly, the actions considered in this paper, observation (i.e., public announcement) and (public) belief revision,
publicly affect the information of our agent. However, a multi-agent setting would allow us to represent richer notions
and interactions among agents. In particular, we would be able to consider: (i) definitions of an abductive problem and an
abductive solution in terms of the knowledge and beliefs of several agents and, more interestingly, in terms what a set of
agents commonly know and/or believe; and (ii) actions that affect the knowledge and beliefs of diverse agents in different
ways (e.g., private observations).

2. An epistemic and dynamic perspective

Peirce presents the main features of abduction with the following formulation (see [17]):

The surprising fact, C , is observed.
But if A were true, C would be a matter of course.
Hence, there is reason to suspect that A is true.

And he adds immediately that

A cannot be abductively inferred, or if you prefer the expression, cannot be abductively conjectured, until its entire content is
already present in the premises, ‘If A were true, C would be a matter of course’.2

According to these ideas, abduction is a process that is triggered when a surprising fact is observed by an epistemic
agent. After such process ends, an explicative hypothesis is obtained, although the genuine result of the abductive inference
is the plausibility of the truth of such hypothesis: in order for the solution to be admissible, it must be verifiable via
experimentation.

We use “experimental verification” in a broad sense. Peirce himself discusses several naive conceptions of the notion,
which constitute the backbone of philosophical pragmatism. He also points out (see [18]) the particular form of an abductive
syllogism by means of the schema rule + result = case, and gives illustrative examples, such as the case of Napoleon: as
there are documents and monuments about him, though we have not seen him, we suppose he really existed. Another is
the case of fossils: if we find fossils of fish inland, we can conclude that this area was once covered by water.

The truth of the obtained hypothesis is thereby plausibly conjectured. Abduction is therefore an inferential process of
epistemic character whose conclusion is rather a provisional proposal that could be revised in the light of new information:
abduction is non-monotonic. In [42], another linguistic feature is considered: that the connection between the truth of
the hypothesis and the observation is subjunctive, which stresses the necessity of considering the role of an agent in the
process.

The present work proposes an approach to abductive reasoning from an epistemic and dynamic perspective. Instead
of understanding abductive reasoning as a process that modifies a theory whenever there is a formula that is not entailed by

1 Diverse forms of abductive reasoning occur in different contexts. The concept has been discussed in various fields, from logic to artificial intelligence
and philosophy of science, and this has led to different ideas of what abduction should consist of (see [10], among others). The present work focuses
on the simple understanding of the abductive process stated in the opening sentence. Nevertheless, similar epistemic approaches can be made to other
interpretations of abduction, as those that involve the creation of new concepts and/or changes in awareness.

2 [18, p. 231].
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the theory under some particular consequence relation, as the traditional definition of an abductive problem does, we propose
an approach that understands abductive reasoning as a process that changes an agent’s information whenever, due to some
epistemic action, the agent has come to know or believe a fact that she could not have predicted otherwise.

Such an epistemic and dynamic approach seems natural to us. First, abduction, such as other forms of non-monotonic
reasoning (e.g., belief revision, default reasoning), is classified as common-sense reasoning rather than mathematical rea-
soning, and most of its classic examples involve ‘real’ agents and their information (e.g., Mary observes that the light does
not go on; Karen observes that the lawn is wet; Holmes observes that Mr. Wilson’s right cuff is very shiny). Thus, even
though abductive reasoning has been linked to scientific theories (as interpreted in philosophy of science), in its most basic
forms it deals with an agent’s (or a set of agents’) information. Second, abductive reasoning implies a change in the agent’s
information (Mary assumes that the electricity supply has failed; Karen assumes it has rained; Holmes assumes Mr. Wilson
has done a lot of writing lately), and thus it is essential to distinguish the different stages during the abductive process:
the stage before the observation, the stage after the observation has raised the abductive problem (and in which the agent
looks for an explanation), and the stage in which the explanation is incorporated into the agent’s information.

There is a final issue we consider crucial for an epistemic approach to abductive reasoning. From our perspective, abduc-
tive reasoning involves not one epistemic attitude (as is typically assumed in most approaches) but rather two: that which
the agent has with full certainty; and that which she considers very likely but she still cannot be certain about. The reason
is that an agent typically tries to explain facts that she knows as the result of some observation, but the chosen solution,
being a hypothesis that might be dropped in the light of further observations, should not attain the full certainty status.
Moreover, the use of two epistemic notions gives us more flexibility to deal with a wider variety of abductive problems and
abductive solutions, and makes our analysis closer, we think, to Peirce’s original formulation.

2.1. What we understand by “abductive reasoning”

As mentioned before, there are different ideas of what abductive reasoning consists of. For example, with respect to what
an abductive problem is, while certain authors claim that there is an abductive problem only when neither the observed
χ nor its negation follows from a theory [19], others say that there is also an abductive problem when, though χ does
not follow, its negation does [3], a situation that has been typically called a belief revision problem. There are also several
opinions of what an abductive solution is. Most of the work on strategies for finding abductive solutions focuses on formulae
that are already part of the system (the aforementioned [19,27,28,33,20]), while some others take a broader view, allowing
not only changes in the underlying logical consequence relation [34] but also the creation and/or modification of concepts
[32].

In order to prevent misunderstandings, we shall establish the form of abductive reasoning we will be dealing with.
During the present work, we will understand abductive reasoning as a reasoning process that goes from a single unjustified
fact to its abductive explanations, where an explanation is an already considered formula that satisfies certain properties.

All in all, abductive reasoning can be seen as a process that involves four phases: (1) recognising the existence of an
abductive problem; (2) identifying candidates for solutions; (3) selecting ‘the best’ solutions; and (4) assimilating those
chosen. Here is how we will understand each one of these phases.

2.1.1. What is an abductive problem?
In the literature, an abductive problem is typically presented as the result of a ‘surprising observation’. The translation

of this statement in terms of a theory, a formula and a consequence relation (typically, the logical consequence relation)
yields the classic definition: a formula χ constitutes an abductive problem for the set of formulae Φ under the consequence
relation � whenever neither χ nor its negation follows from Φ under � [19].

There are, from our epistemic and dynamic perspective, two important concepts in the definition of an abductive prob-
lem. The first is what a formula χ should satisfy in order to become an abductive problem. The second is the action that
triggers the abductive problem, that is, the action that turns a formula χ into an abductive problem.

For the former concept, a formula is typically said to be an abductive problem when it is surprising. There are different
ways to define ‘a surprising observation of χ ’ (some of them in a DEL setting [24]). Most of the approaches that define
this notion in terms of what the agent knows/believes, understand a surprise as something that contradicts the agent’s
knowledge/beliefs. In other words, it is said that a given χ is surprising whenever the agent does not know/believe it, or,
more radically, whenever the agent knows/believes ¬χ .

However, in the context of abductive reasoning, it is not reasonable to define a surprising observation in terms of what
the agent knows/believes after the observation. The reason is that, after observing χ , an agent would typically come to
know/believe it. Thus, if we follow some of the mentioned definitions, no χ would be surprising and there would be no
abductive problems at all! We find it more reasonable to define a surprising observation not in terms of what the agent
currently knows/believes, but rather in terms of what she knew/believed before the observation. More precisely, we will say
that a known/believed χ is surprising with respect to an agent whenever she could not have come to know/believe it.

Of course, we still need to clarify what “the agent could have come to know/believe χ ” means. This is a crucial notion,
since it will tell us not only when a formula χ is an abductive problem (the agent could not have come to know/believe χ ),
but also what a formula η needs in order to be an abductive solution (with the help of η, the agent could have come to
know/believe χ ). Here we understand the ability to come to know/believe a given formula as the ability to infer it, and
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the simplest way to state this idea is the following: an agent could have come to know/believe χ if and only if there is an
implication η → χ such that the agent knew both the implication and its antecedent.

With respect to the action that triggers an abductive problem χ , this action is typically assumed to be the observation
of χ itself. Here we will consider a more general idea: for us, the action that triggers the abductive problem will be simply
the observation of some formula ψ . Thus, though ψ should indeed be related to χ (after all, χ is an abductive problem
because the agent comes to know χ by observing ψ ), we will not restrict our agent to look for explanations of the formula
that is being observed: she will also be able to look for explanations of any formula χ that she comes to know/believe
through the observation but could not have come to know/believe by herself before.3

Our definition of an abductive problem is hereby given in full detail4:

Let s1 represent the epistemic state of an agent, and let s2 be the epistemic state that results from the agent observing
some given ψ . A formula χ constitutes an abductive problem for the agent at s2 whenever χ is known and there is no
implication η → χ such that the agent knew both the implication and its antecedent at s1.

Note how we define an abductive problem with respect to an agent and stage (i.e., some epistemic situation). Thus, whether a
formula is an abductive problem depends on the formula but also on the information of that given agent at that given stage.

This definition could seem very restrictive. Even if the reader agrees with the basic idea (‘χ is an abductive problem for
a given agent whenever she knows χ but she could not have come to know/believe it’), she/he does not need to agree with
the way we understand key parts of it. Nevertheless, as stated in the introduction, our goal is not to provide a full account
of the many different understandings of what abductive reasoning does. Rather, our aim is to show how an epistemic and
dynamic perspective can shed a new light on the way abductive reasoning is understood, even when assuming its simplest
interpretation.

2.1.2. What is an abductive solution?
Under classic definitions, an abductive solution is a formula that, together with the background theory, entails the

surprising observation. The simplest interpretation of this idea is what yields the typical understanding of abduction as
deduction in reverse: from the surprising observation χ and the background theory η → χ to the abductive solution η.

In our setting, an abductive solution for a given χ will be defined in terms of what the agent could have been able to
infer before the observation that raised the problem. As mentioned before, we will say that η is a solution for the abductive
problem χ if the agent could have come to know/believe χ with the help of η. In our simple case, in which we understand
the ability to come to know/believe a given formula as the ability to infer this formula by means of a simple modus ponens
step, we state the following:

A formula η constitutes an abductive solution for the abductive problem χ at some given state s2 if the agent knew
η → χ at the previous state s1. Thus, the set of solutions for an abductive problem χ is the set of antecedents of
implications which have χ as consequent and were known before the observation that triggered the abductive problem.

Note how we look for abductive solutions not when the agent has come to know/believe χ , but rather at the stage
immediately before it. Thus, η is a solution when, had it been known/believed before, would have allowed the agent to
come to know/believe (i.e., to predict) χ .

2.1.3. How is ‘the best’ explanation selected?
Although there are several notions of explanation (covering the law model, the statistical relevance model, the genetic

model, etc.) for modelling the behaviour of why-questions in scientific contexts, most of these consider a consequence (en-
tailment) relation; “explanation” and “consequence” go typically hand in hand. However, finding suitable and reasonable
criteria for selecting the best explanation has constituted a fundamental problem in abductive reasoning [14,22,16], and in
fact many authors consider it to be the heart of the subject. Many approaches are based on logical criteria, but beyond
requisites to avoid triviality, and certain restrictions to the syntactic form, the definition of suitable criteria is still an open
problem. Some approaches have suggested the use of contextual aspects, such as an ordering among formulae or among full
theories. In particular, for the latter, a typical option is the use of preferential models in which preferential criteria for se-
lecting the best explanation are regarded as qualitative properties that are beyond the pure causal or deductive relationship
between an explanandum and its explanans. However, these preference criteria are normally treated as an external device
which works on top of the logical or deductive part of the explanatory mechanism, and as such they have been criticised
because they seem to fall outside the logical framework.

Approaching abductive reasoning from an epistemic point of view gives us another perspective. We have already seen
how the explanation an agent will choose for a given abductive problem does not depend on how the problematic formula

3 Other actions are also reasonable, as the agent might want to explain a belief she attained after a belief revision. See Section 4.1.1.
4 The definition is given purely in terms of the agent’s knowledge, but it can be also given purely in terms of her beliefs, or even in terms of both, as we

will see later.
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could have been predicted, but rather on how the agent could have predicted it. In general, different agents have different
information, and thus what is an explanation for one agent might not be an explanation for another. This suggests that,
instead of looking for criteria to select the best explanation, we should look for a criterion to select the agent’s best expla-
nation. Thus, once the agent has a set of formulae that explain the abductive problem from her point of view, how can she
choose ‘the best’? Our answer makes use of the fact that we consider agents that have not only knowledge but also beliefs:
among all these explanations, some are more plausible than others from the agent’s point of view, that is, she considers some
of these explanations more likely to be the case. These are precisely the ones the agent will choose when trying to explain
a surprising observation: the best explanation can be defined in terms of a preference ordering among the agent’s epistemic
possibilities. It could be argued that this criterion is not ‘logical’ in the classic sense because it is not based exclusively on the
deductive relationship between the observed fact and the different ways in which it could have been derived. Nevertheless,
it is logical in a broader sense since it does depend on the agent’s information: her knowledge and, crucially, her beliefs.

In this work we will focus mainly on the definitions of an abductive problem and an abductive solution, and on what
their ‘implementation’ in a DEL framework yields. For an extensive and more in-depth discussion on how to select the
agent’s best explanation following the previous lines, we refer to [29].

2.1.4. How is ‘the best’ explanation incorporated into the agent’s information?
Once the best explanation has been selected, it has to be incorporated into the agent’s information. One of the features

that distinguishes abductive reasoning from deductive reasoning is its non-monotonic nature: the chosen explanation does
not need to be true, and in fact can be discarded in the light of further information. This tells us that an abductive solution
cannot be assimilated as knowledge. Nevertheless, our agent has not only this ‘hard’ form of information which is not
subjected to modifications; she also has a ‘soft’ form that can be revised as many times as it is needed: beliefs. Therefore,
once ‘the best’ abductive solution η has been chosen, we can change the agent’s information, thereby leading her to believe
that η is the case.

2.2. Abductive reasoning in a picture

It is interesting to notice how our definitions of abductive problem and abductive solution rely on some form of ‘coun-
terfactivity’, as in Peirce’s original formulation (and also as discussed in [42]): a given η is a solution of a problem χ if it
would have allowed the agent to predict χ . This can be better described with the following diagram.

s1 s2 s3

s′
2 s′

3

Coming to know χ Accepting η

Incorporating η Inferring χ

The upper path is the real one: by means of an observation, the agent goes from the epistemic state s1 to the epistemic
state s2 in which she knows χ , and by accepting the abductive solution η she goes further to s3. The existence of this path,
that is, the fact that χ is an abductive problem and η is one of its abductive solutions, tells us that, at s1, the lower path
would be possible: incorporating η to the agent’s information would have taken her to an epistemic state s′

2 where she
would have been able to infer χ . Note, nevertheless, how s′

3 is not identical to s3: in s′
3 both η and χ are ‘equally reliable’

because the second is inferred from the first, while in s3, η is less reliable than χ since although the second is obtained via
an observation, the first is just a hypothesis that is subject to revision in the light of further information.

3. Representing knowledge and beliefs

The best way to test our ideas is to put them to work, and the most natural framework for this is that of dynamic
epistemic logic (DEL) [39,37], the ‘dynamic’ extension of epistemic logic (EL) [15,9]. In particular, the plausibility models of
[4] allow us to represent an agent’s knowledge and beliefs as well as acts of observation and belief revision, all of which
are crucial to our understanding of the abductive process. In this section, we will introduce these tools; our discussed
definitions will be formalised in Section 4. However, it should be emphasised that our main goal is not to use DEL or even
EL for representing abductive reasoning: the main goal of this paper is to take an epistemic and dynamic approach to this
process. Our ideas can also be formalised in terms of two plain sets of propositional formulae, K (knowledge set) and B
(belief set). Less interesting technical results may be obtained, but our main idea, as stated in the diagram in Section 2.2
still remains.

3.1. Language and semantic model

Definition 3.1 (Language). Given a set of atomic propositions P, formulae ϕ of the language L are given by



510 F.R. Velázquez-Quesada et al. / Journal of Applied Logic 11 (2013) 505–522
ϕ ::= p | ¬ϕ | ϕ ∨ ϕ | 〈�〉ϕ | 〈∼〉ϕ
where p ∈ P. Formulae of the form 〈�〉ϕ are read as “there is a world at least as plausible (as the current one) where
ϕ holds”, and those of the form 〈∼〉ϕ are read as “there is a world epistemically indistinguishable (from the current one)
where ϕ holds”. Other Boolean connectives (∧, →, ↔) as well as the universal modalities, [�] and [∼], are defined as usual
([�]ϕ := ¬〈�〉¬ϕ and [∼]ϕ := ¬〈∼〉¬ϕ , for the latter).

The language L is the propositional language plus two modalities, 〈�〉 and 〈∼〉, that allow us to define the notions of
belief and knowledge, respectively. The semantic model for L, a plausibility model, is defined as follows.

Definition 3.2 (Plausibility model). Let P be a set of atomic propositions. A plausibility model is a tuple M = 〈W ,�, V 〉,
where: (1) W is a non-empty set of possible worlds; (2) � ⊆ (W × W ) is a locally connected5 and conversely well-founded6

preorder,7 the plausibility relation, representing the plausibility order of the worlds from the agent’s point of view (w � u is
read as “u is at least as plausible as w”); (3) V : W → ℘(P) is an atomic valuation function, indicating the atomic propositions
in P that are true at each possible world. A pointed plausibility model (M, w) is a plausibility model with a distinguished
world w ∈ W .

The key idea behind plausibility models is that an agent’s beliefs can be defined as what is true in the most plausible
worlds from the agent’s perspective, and modalities for the plausibility relation � will allow this definition to be formed. In
order to define the agent’s knowledge, the approach is to assume that two worlds are epistemically indistinguishable for
the agent if and only if she considers one of them at least as plausible as the other (i.e., if and only if they are comparable
via �). The epistemic indistinguishability relation ∼ can therefore be defined as the union of � and its converse, that is, as
∼ := �∪�. Thus, ∼ is the symmetric closure of � and hence � ⊆ ∼. Moreover, since � is reflexive and transitive, ∼ is an
equivalence relation. This epistemic indistinguishability relation ∼ should not be confused with the equal plausibility relation,
denoted by �, and defined as the intersection of � and �, that is, � := � ∩ �. For further details and discussion on these
models, we refer to [4].

For the semantic interpretation, the two modalities 〈�〉 and 〈∼〉 are interpreted with the help of their respective relations
in the standard modal way. Formally,

Definition 3.3 (Semantic interpretation). Let (M, w) be a pointed plausibility model with M = 〈W ,�, V 〉. Atomic propositions
and Boolean operators are interpreted as usual. For the remaining cases,

(M, w) � 〈�〉ϕ iff there is au ∈ W such that w � u and (M, u) � ϕ

(M, w) � 〈∼〉ϕ iff there is a u ∈ W such that w ∼ u and (M, u) � ϕ

Defining knowledge and beliefs The notion of knowledge in plausibility models is defined by means of the epistemic indis-
tinguishability relation in the standard way: the agent knows ϕ in some world w if and only if ϕ is the case in every world
she considers to be epistemically possible from w .8 The modality [∼] can be used to this end. For the notion of beliefs, the idea
is, as stated before, that the agent believes ϕ at a given w if and only if ϕ is the case in the most plausible worlds from w .
Thanks to the properties of the plausibility relation (a locally connected and conversely well-founded preorder), ϕ is true in
the most plausible (i.e., the �-maximal) worlds from w if and only if, in accordance with the plausibility order, from some
moment onwards there are only ϕ-worlds (see [6,35,4] for the technical details). The modalities 〈�〉 and [�] can be used
to this end. Summarising, we have the following:

The agent knows ϕ Kϕ := [∼]ϕ
The agent believes ϕ Bϕ := 〈�〉 [�]ϕ

Observe how, since we have �⊆ ∼, the formula Kϕ → Bϕ is valid (but its converse is not).
The dual of these notions, epistemic possibility and most likely possibility, can be defined as the correspondent modal

duals:

5 A relation R ⊆ (W × W ) is locally connected if and only if every two elements that are comparable to a third are also comparable, that is, for every
w, w1, w2 ∈ W , if R w w1 or R w1 w and also R w w2 or R w2 w , then we have R w1 w2 or R w2 w1.

6 A relation R ⊆ (W × W ) is conversely well-founded if there is no infinite R-ascending chain of elements in W , where R , the strict version of R , is defined

as R wu iff R wu and not Ruw .
7 A relation is a preorder if and only if it is reflexive and transitive.
8 This makes knowledge a very strong notion, corresponding to an “absolutely unrevisable belief” [4].



F.R. Velázquez-Quesada et al. / Journal of Applied Logic 11 (2013) 505–522 511
K̂ϕ := 〈∼〉ϕ B̂ϕ := [�] 〈�〉ϕ
A more detailed description of this framework, a number of the notions that can be defined within it, its technical details

and its axiom system can be found in [4].
Following the DEL idea, actions that modify an agent’s information can be represented as operations that transform

the underlying semantic model. In the rest of this section, operations that can be applied over plausibility models will be
recalled, and extensions of the language that allow us to describe the changes such operations bring about will be provided.
These will be used in Section 4 to represent and describe abductive reasoning.

3.2. Operations on plausibility models

3.2.1. Update, a.k.a. observation
The most natural operation over Kripke-like semantic models is that of update. This operation reduces the domain of the

model, and is typically given in terms of the formula the worlds should satisfy in order to survive the operation.

Definition 3.4 (Update operation). Let the tuple M = 〈W ,�, V 〉 be a plausibility model and let ψ be a formula in L. The
update operation yields the plausibility model Mψ ! = 〈W ′,�′, V ′〉 where W ′ := {w ∈ W | (M, w) �ψ}, �′ := �∩ (W ′ × W ′)
and, for every w ∈ W ′ , V ′(w) := V (w).

This operation reduces the domain of the model (preserving only those worlds that satisfy the given ψ ) and restricts the
plausibility relation and the atomic valuation function accordingly. Since a sub-model is obtained, the operation preserves
the properties of the plausibility relation and hence it preserves plausibility models: if M is a plausibility model, then so is
Mψ ! .

In order to describe the effects of an update within the language, existential modalities of the form 〈ψ !〉 are used, for
every formula ψ . Here is their semantic interpretation:

(M, w) � 〈ψ !〉ϕ iff (M, w) �ψ and (Mψ !, w) � ϕ

In words, an update formula 〈ψ !〉ϕ holds at (M, w) if and only if ψ is the case (that is, the evaluation point will survive
the operation), and after the update, ϕ is the case. The universal modality [ψ !] is defined as the modal dual of 〈ψ !〉, that is,
[ψ !]ϕ := ¬〈ψ !〉¬ϕ .

In addition to being the most natural operation over Kripke-like models, an update also has a straightforward epistemic
interpretation: it works as an act of a public announcement [31,12] or, as we will call it, an act of observation. When the
agent observes a given ψ , she can discard those epistemically possible worlds that fail to satisfy this formula, thereby
obtaining a model with only worlds that have satisfied ψ before the operation. More details on this operation and its
modalities (including an axiom system) can be found in the papers [31,12] or in the textbooks [39,37].

3.2.2. Upgrade, a.k.a. revision
Another natural operation over plausibility-like models is the rearrangement of worlds within an epistemic partition. Of

course, there are several ways in which a new order can be defined. The following rearrangement, so-called radical upgrade,
is one of the many possibilities.

Definition 3.5 (Upgrade operation). Let the tuple M = 〈W ,�, V 〉 be a plausibility model and let ψ be a formula in L. The
upgrade operation produces the plausibility model Mψ⇑ = 〈W ,�′, V 〉, which differs from M just in the plausibility order,
given now by9:

�′ := {
(w, u) | w � u and (M, u) �ψ

} ∪ {
(w, u) | w � u and (M, w) � ¬ψ

}

∪ {
(w, u) | w ∼ u and (M, w) � ¬ψ and (M, u) �ψ

}

The new plausibility relation states that after an upgrade with ψ , ‘all ψ-worlds become more plausible than all ¬ψ-worlds,
and within the two zones the old ordering remains’ [36]. More precisely, a world u will be at least as plausible as a world w ,
w �′ u, if and only if they already are of that order and u satisfies ψ , or they already are of that order and w satisfies ¬ψ ,
or they are comparable, w satisfies ¬ψ and u satisfies ψ . This operation preserves the properties of the plausibility relation
and hence preserves plausibility models, as shown in [40].

In order to describe the effects of this operation within the language, we introduce, for every formula ψ , an existential
modality 〈ψ ⇑〉.

(M, w) � 〈ψ ⇑〉ϕ iff (Mψ⇑, w) � ϕ

9 Using propositional dynamic logic [13] notation, the definition corresponds to �′ := (�;ψ?) ∪ (¬ψ?;�) ∪ (¬ψ?;∼;ψ?).



512 F.R. Velázquez-Quesada et al. / Journal of Applied Logic 11 (2013) 505–522
In words, an upgrade formula 〈ψ ⇑〉ϕ holds at (M, w) if and only if ϕ is the case after an upgrade with ψ . The universal
modality [ψ ⇑] is defined as the modal dual of 〈ψ ⇑〉, as in the update case.

This operation also has a very natural epistemic interpretation. The plausibility relation defines the agent’s beliefs, and
hence any changes in the relation can be interpreted as changes in the agent’s beliefs [38,36,4]. In particular, an act of re-
vising beliefs after a reliable and yet fallible source has suggested ψ can be represented by an operation that puts ψ-worlds
at the top of the plausibility order.10 Details on the operation and its modalities (including an axiom system) can be found
in the papers [36,4] or in the textbook [37].

4. Abductive reasoning in DEL

We can now formalise the discussion of Section 2.

4.1. The definitions

4.1.1. An abductive problem
We begin by defining an abductive problem in its pure knowledge version.

Definition 4.1 (Abductive problem). Let (M, w) be a pointed plausibility model, and consider (Mψ !, w), the pointed plausibil-
ity model that results from observing some ψ at (M, w).

We say that, at (Mψ !, w), a formula χ is an abductive problem if and only if it is known now but it was not known
before, that is, if and only if

(Mψ !, w) � Kχ and (M, w) � ¬Kχ

Equivalently, we say that, at (M, w), a formula χ can become an abductive problem if and only if it is not known and
will be known after observing ψ , that is, if and only if

(M, w) � ¬Kχ ∧ [ψ !] Kχ

Note again how our definition of an abductive problem is relative to an agent’s information at some given stage (that
which the pointed model (M, w) represents).

There are three points worth emphasising. First, note how we distinguish between the formula that becomes the ab-
ductive problem, χ , and the formula whose observation triggers the abductive problem, ψ . Although these two formulae
are typically understood to be the same (χ becomes an abductive problem after observing χ itself), we have decided to
distinguish between them for two main reasons. The first is technical: our main idea is that the agent will look for ex-
planations of formulae that she could not have known before the observation but knows after it. However, stating this as
“the agent knows χ after observing it” is restrictive in the DEL setting since not every formula satisfies this condition.11

The second reason is, as stated earlier, generality: we want the agent to be able to look for explanations not only of the
formulae she can observe, but also of those that she can come to know through an observation. Nevertheless, there is a
relation between the two formulae: in order for the agent to know χ after observing ψ , she must have known ψ → [ψ !]χ
before the action.12

Second, our requirements for χ to be an abductive problem fail to totally coincide with what we stated in Section 2.1.1:
we have replaced the “there is no implication η → χ such that, before χ became an abductive problem, the agent knew
both the implication and its antecedent” with “the agent did not know χ before χ became an abductive problem”. The
reason is that, in DEL, the agent’s knowledge and beliefs are closed under logical consequence, and hence in this setting
these two conditions are equivalent: if there is an η such that the agent knew η → χ and η before χ became an abductive
problem, then clearly she knew χ too, and if she knew χ , then there was an η such that η → χ and η were both known:
χ itself. Note how this requirement emphasises that it is the observation of ψ that causes the agent to know χ and hence
that which creates the abductive problem.

Third, consider again the “ agent did not know χ before χ became an abductive problem” (¬Kχ ) requirement. Following
the so-called anomalous abductive problem [3], one could suggest “the agent knows ¬χ ” (K¬χ ) as an alternative, but
this turns out to be too strong: given the definition of knowledge as that which is true in every epistemic possibility, in
general an EL agent cannot move from knowing ¬χ to knowing χ without also ‘knowing’ every formula in L, including

10 Each one of the different ways in which we can obtain a relation with former ψ-worlds at the top can be seen as a different policy for revising beliefs.
11 The reason is that the underlying EL is powerful enough to talk about the knowledge an agent has not only about facts but also about her own

knowledge, and so we can build formulae expressing situations such as “it is raining and you do not know it”, which can be observed but are not known
afterwards (now you know that it is raining!).
12 This is nothing but the reduction axiom for the knowledge modality in public announcement logic: [ψ !]Kχ ↔ (ψ → K (ψ → [ψ !]χ)).
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contradictions.13 Nevertheless, we can still classify abductive problems in terms of how surprising they are by using weaker
notions, such as beliefs. For example, an abductive problem χ is not surprising at all if, despite not knowing χ before the
observation, the agent believed it, (M, w)� Bχ . On the other hand, it is somehow surprising if the agent did not believe it,
(M, w) � ¬Bχ , and it is really surprising if she believed its negation, (M, w) � B¬χ . More cases can arise if we work with
more attitudes, such as the safe beliefs of [4] or the strong beliefs of [5] (both definable in L).

The definition of an abductive problem can also be given only in terms of an agent’s beliefs: it also makes sense for her
to look for explanations of what she has come to believe!

A formula χ is said to be an abductive problem at (Mψ⇑, w) if and only if (Mψ⇑, w) � Bχ and (M, w)� ¬Bχ .

With this definition, the agent looks for an explanation of a given χ that she believes now but that she did not believe
before an upgrade with ψ .14 In this case, a further classification of abductive problems in terms of how surprising they are
can be given in terms of attitudes weaker than beliefs.

But not only that. Our agent can also face abductive problems that combine knowledge and beliefs. For example, she can
face an abductive problem with χ if she does not know the formula at some stage but believes it after an upgrade with ψ :

A formula χ is said to be an abductive problem at (Mψ⇑, w) if and only if (Mψ⇑, w) � Bχ and (M, w)� ¬Kχ .

Thus, our definition covers several forms of abductive problems, all of which differ in the strength of the attachment of
the agent to the problematic χ (known, strongly believed, safely believed, believed, etc.) after the epistemic action (update,
upgrade) and the strength of her attachment to the formula before the action.

4.1.2. An abductive solution
An abductive solution is now to be defined. In its pure knowledge version we have the following.

Definition 4.2 (Abductive solution). Let (M, w) be a pointed plausibility model, and consider (Mψ !, w), the pointed plausibil-
ity model that results from observing ψ at (M, w).

If at (Mψ !, w) the formula χ is an abductive problem, then η is an abductive solution if and only if the agent knew
before the observation that η implies χ , that is, if and only if

(M, w) � K (η → χ)

Equivalently, if at (M, w) the formula χ can become an abductive problem, then η will be an abductive solution if and
only if the agent knows that η implies χ , that is, if and only if

(M, w) � K (η → χ)

We can also define the condition for η to be an abductive solution in terms of beliefs or other attitudes. While a
very strict agent would accept η as explanation only when η → χ is known, a less strict agent could accept it when the
implication is only believed.

It is worth emphasising that, in the pure knowledge case, a solution η for a problem χ (at some Mψ !) is a formula
such that η → χ is known not when the abductive problem has arisen (at Mψ !) but rather at the stage immediately before
(at M): an explanation is a piece of information that would have allowed the agent to predict the surprising observation.15

Observe also how, again in the pure knowledge case, if η is a solution for the abductive problem χ (at some Mψ !), then
η cannot be known before the observation that triggers the problem (at M). Otherwise we would have K (η → χ) and Kη
at such stage (M) and hence, by the closure under logical consequence of knowledge in EL, we would have Kχ at that stage,
which contradicts the fact that χ is an abductive problem.

Proposition 4.1. Let χ be an abductive problem and η be one of its abductive solutions, both at (Mψ !, w). Then, (M, w) � ¬Kη. �

13 In fact, only non-propositional formulae can change in that way: if ¬χ is propositional and the agent knows it, then every epistemic possibility satisfies
¬χ . But no epistemic action can change the truth-value of ¬χ , so the only way for the agent to ‘know’ χ after an epistemic action is for the action to
eliminate every epistemic possibility (so Kϕ is the case for every formula ϕ).
14 Observe how the action that triggers the abductive problem is related to how strong the agent’s attachment is to the abductive problem formula

following the action: if the action is an observation then the problematic χ should be known; if the action is an upgrade then the problematic χ needs
only to be believed.
15 In fact, since we are working in an EL setting, if we had defined a solution for a problem χ as a formula η such that η → χ is known once χ is an

abductive problem (at Mψ !), then every formula ϕ would be a solution since (at Mψ !) we would have Kχ (χ is an abductive problem) and hence we
would have K (ϕ → χ) for every formula ϕ .
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4.1.3. A modality for an abductive reasoning step
The agent has identified that she has an abductive problem, and there is a set of possible explanations. As we have

mentioned, we will leave the process of selecting ‘the best’ explanation out of the current discussion, so suppose that our
agent has already selected the one that is the most appealing for her: now she can incorporate it into her information. This
action is described with the following modality, again, in its pure knowledge version.

Definition 4.3 (Modality for abductive reasoning). Let (M, w) be a pointed plausibility model and consider again (Mψ !, w), the
pointed plausibility model that results from observing ψ at (M, w). For every pair of formulae η and χ in L, we define the
existential modality 〈Abdχ

η 〉ϕ , read as “the agent can perform an abductive step for χ with η after which ϕ is the case”. Its
semantic interpretation is as follows:

(Mψ !, w) �
〈
Abdχ

η

〉
ϕ iff (1) (Mψ !, w) � Kχ and (M, w) �¬Kχ

(2) (M, w) � K (η → χ), and

(3)
(
(Mψ !)η⇑, w

)
� ϕ

Equivalently, we can define the semantic interpretation of 〈Abdχ
η 〉ϕ as

(Mψ !, w) �
〈
Abdχ

η

〉
ϕ iff (M, w) � ¬Kχ ∧ K (η → χ) ∧ [ψ !] (Kχ ∧ [η ⇑]ϕ)

The definition states that 〈Abdχ
η 〉ϕ is true at (Mψ !, w) if and only if: (1) χ is an abductive problem at (Mψ !, w); (2) η

is an abductive solution also at (Mψ !, w); and (3) after an upgrade with η we will have ϕ . The last part makes precise our
idea of how an agent should incorporate the selected explanation: it cannot be incorporated as knowledge, but it can be
incorporated as a belief.

4.2. Abductive reasoning in a picture, once again

The definitions that we have provided allow us to be more precise about the diagram of abductive reasoning presented
in Section 2.2. Here is the updated version, for the pure knowledge case. (Note how we have dropped the “inferring χ ”
step, which is not needed in an omniscient setting such as DEL.) Again, points represent the agent’s information states and
arrows are labelled with the operations that modify the agent’s information.

s1

¬Kχ
K (η → χ)

¬Kη
s2

Kχ

s3

s′
2

ψ ! Abdχ
η

η!

Again, the upper path represents what really happened. After observing ψ , the agent reaches the epistemic state s2 in
which she knows χ . But before the observation, at s1, she did not know χ , and thus this formula is an abductive problem
at s2. Observe how η → χ was known at s1: hence, η is an abductive solution at s2 and the agent can perform an abductive
step with it to reach state s3.

Since η is an abductive solution, it would have helped the agent to infer (and hence to come to know) χ , and the lower
path represents this situation. We cannot guarantee that the agent knows χ (or even η) at state s′

2 because these formulae
could have epistemic modalities, and hence the observation could change their truth-value. However, if both formulae are
propositional, we do obtain Kχ and Kη at s′

2.

4.3. Classifying problems and solutions

We can be even more precise about how abductive reasoning changes the agent’s information if we consider particular
kinds of abductive problems and abductive solutions. Here are some possibilities.

4.3.1. Classifying abductive problems
Certain approaches [3] classify abductive problems according to whether χ or ¬χ follows from the theory: if neither

χ nor ¬χ follows, then χ is called a novel abductive problem; if χ does not follow but ¬χ does, then χ is called an
anomalous abductive problem.

Given our definition, we cannot classify an abductive problem χ in terms of the agent’s information about χ once the
problem has been raised, as it is necessary for the agent to know χ . Nevertheless, as we have mentioned, we can still
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classify abductive problems in terms of the agent’s information about χ before the observation that triggered the problem.
This cannot be carried out in terms of the agent’s knowledge since, following our definition, χ should not be known before
the observation in order to be an abductive problem; nevertheless, it can be carried out in terms of weaker attitudes, such
as beliefs. Here are the possibilities.

Definition 4.4 (Expected, novel and anomalous problems). Suppose that χ is an abductive problem at (Mψ !, w). Then χ is said
to be

• an expected abductive problem if (M, w) � Bχ .
• a novel abductive problem if (M, w) �¬Bχ ∧ ¬B¬χ .
• an anomalous abductive problem if (M, w) � B¬χ .

Many people would not call our first case an abductive problem: it does not need to trigger any epistemic action (the
observation is a confirmation rather than a surprise). Nevertheless, this case shows how our proposal allows for such
situations to be considered.

This classification can be refined if we consider other epistemic attitudes, such as the aforementioned safe beliefs and
strong beliefs.

4.3.2. Classifying abductive solutions
It is common in the literature to classify abductive solutions according to their properties. For example, given a surprising

observation χ , an abductive solution η is said to be

• plain if it is a solution.
• consistent if it does not contradict the agent’s information.
• explanatory if it does not explain χ by itself.

Similar properties can be given in our setting. To begin with, the plain property simply states that η is an abductive
solution; a definition that we have already provided (Definition 4.2).

For the consistency property, the intuitive idea is for the solution to be compatible with the agent’s information. To this
end, we can provide the following definition.

Definition 4.5 (Consistent solution). Let χ be an abductive problem and η be one of its abductive solutions, both at (Mψ !, w).
We say that η is a consistent solution if and only if the agent considers it possible at (Mψ !, w), that is, if and only if

(Mψ !, w) � K̂η

Thus, a solution is consistent if it is epistemically possible. Note how this requirement is given in terms of the agent’s
information after the epistemic action that triggered the abductive problem, and not before this action, as is typically done
in the classic setting. This is due to the possibility of the existence of formulae that are solutions according to our definition,
but that are not epistemically possible once the abductive problem has been raised.

Fact 4.1. Not every abductive solution is consistent.

Proof. Let η and χ be propositional formulae, and consider a model M in which the agent considers at least one (¬η ∧
¬χ)-world to be epistemically possible, and the rest of the epistemic possibilities are (¬η ∧ χ)-worlds. Note how after
observing χ , ¬χ -worlds will be discarded and there will be only (¬η∧χ)-worlds left. Thus, after observing χ , the formula
itself will become an abductive problem (it is not known at M but it will be known at Mχ !) and η will be a solution
(every epistemic possibility at M satisfies η → χ , and hence the agent knows this implication). Nevertheless there will be
no η-worlds at Mχ ! , and therefore K̂η will be false. �

The explanatory property is interesting. The idea in the classic setting is to avoid solutions that imply the problematic χ
per se, such as χ itself (or any formula logically equivalent to it). In our setting, this idea can be understood in a different
way. We say that an explanation η is explanatory if the acceptance of η changes the agent’s information, that is, if the
agent’s information is not the same in (Mψ !, w) and in ((Mψ !)η⇑, w). We could make this assertion more precise by stating
that the agent’s information is the same in two pointed models if and only if the agent has the same knowledge in both
models, but this would be insufficient, since an upgrade is devised to change only the agent’s beliefs (although certain
knowledge, such as knowledge about beliefs, might also change). A second attempt would be to state that the agent’s
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information is the same in two pointed models if and only if the agent has the same knowledge and the same beliefs in
both models. However, an upgrade can change a model without changing the agent’s beliefs.16

Within the modal epistemic logic framework, a more natural way of specifying the idea of an agent having the same
information in two models is via the notion of bisimulation.

Definition 4.6 (Bisimulation). Let P be a set of atomic propositions and let M = 〈W ,�, V 〉 and M ′ = 〈W ′,�′, V ′〉 be two
plausibility models based on this set. A non-empty relation Z ⊆ (W × W ′) is called a bisimulation between M and M ′
(notation: M↔Z M ′) if and only if, for every (w, w ′) ∈ Z ,

• V (w) = V ′(w ′), i.e., w and w ′ satisfy the same atomic propositions,
• if there is a u ∈ W such that w � u, then there is a u′ ∈ W ′ such that w ′ �′ u′ and Zuu′ ,
• if there is a u′ ∈ W ′ such that w ′ �′ u′ , then there is a u ∈ W such that w � u and Zuu′ .

If there is a bisimulation between M and M ′ , we will say that the two models are bisimilar, and we will write M↔M ′ . We
will write (M, w)↔(M ′, w ′) when there is a bisimulation between M and M ′ that contains the pair (w, w ′).

This notion is significant because, under image-finiteness, it characterises modal equivalence, that is, it characterises
models that satisfy exactly the same formulae in the modal language.

Theorem 1. Let P be a set of atomic propositions and let M = 〈W ,�, V 〉 and M ′ = 〈W ′,�′, V ′〉 be two image-finite plausibility
models.17 We have (M, w)↔(M ′, w ′) if and only if, for every formula ϕ ∈ L, (M, w) � ϕ iff (M ′, w ′) � ϕ .

Now we can state a formal definition of what it means for a solution to be explanatory.

Definition 4.7 (Explanatory solution). Let χ be an abductive problem and η be one of its abductive solutions, both at
(Mψ !, w). We say that η is an explanatory solution if and only if its acceptance changes the agent’s information, that is,
if and only if there is no bisimulation between (Mψ !, w) and ((Mψ !)η⇑, w).

Trivial solutions In the abductive reasoning literature, a solution is called trivial when it is logically equivalent to the ab-
ductive problem χ or when it is a contradiction (to the agent’s knowledge, or a logical contradiction). It is interesting to
observe how, in our setting, every trivial solution is not explanatory, that is, accepting any such solution will not change the
agent’s information. The reason is that, in both cases, the upgrade operation will not make any change in the model: in the
first case because the agent knows the abductive problem formula, and hence every epistemically possible world satisfies
it (and hence satisfies also every formula logically equivalent to it); in the second case because no epistemically possible
world satisfies it. Thus, in our setting, trivial solutions are characterised not because of their form, as is typically done, but
because of their effect: accepting them will not give the agent any new information.

In particular, this shows how the act of incorporating a contradictory explanation will not make the agent ‘collapse’
and turn into someone that knows and believes everything, as happens in traditional approaches; thus, a logic of formal
inconsistency (e.g., [8]) is not strictly necessary. This is a consequence of two simple but powerful ideas: (i) distinguishing
between an agent’s knowledge and her beliefs, and (ii) assimilating an abductive solution not as knowledge, but rather as a
belief.

In our DEL setting, we can also classify abductive solutions according to further properties. For example, here are two
straightforward ideas. First, we have defined a solution η as the antecedent of an implication that has χ as a consequent
and that was known before the epistemic action that triggered the problem. Nevertheless, given that both formulae might
contain epistemic operators, the agent can go from knowing the implication to not knowing it. Second, we have stated that
the agent will incorporate the selected explanation via an upgrade. Nevertheless, since the solution might contain epistemic
operators, the upgrade by itself does not guarantee that the agent will believe the solution after the operation.

Definition 4.8 (Adequate solution and successful solution). Suppose that the formula η is an abductive solution for the abductive
problem χ at (Mψ !, w). Then,

• η is an adequate solution if and only if the agent still knows η → χ at (Mψ !, w), that is, if and only if

(Mψ !, w) � K (η → χ)

16 Consider a three-worlds model with the following plausibility order: w1 � w2 � w3. An upgrade with a formula true exactly in w1 and w3 will
produce the ordering w2 �′ w1 �′ w3. The model has changed (the plausibility ordering is not the same) but the agent’s beliefs are the same because w3

is the unique maximal world in both cases.
17 A plausibility model is image-finite if and only if every world can �-see only a finite number or worlds.
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• η is a successful solution if and only if it is believed after the abductive step, that is, if and only if

(Mψ !, w) �
〈
Abdχ

η

〉
Bη

With respect to adequacy, we have the following.

Proposition 4.2. Every abductive solution is adequate.

Proof. More precisely, suppose that at (Mψ !, w) the formula χ is an abductive problem and η is one of its abductive
solutions. Since χ is an abductive problem, (Mψ !, w) � Kχ and hence (Mψ !, w) � K (η → χ). �

Given this result, this property is of little interest in our current setting. However, it becomes interesting in settings with
non-omniscient agents. In such frameworks, it is possible for the agent not to know η → χ even when she knows χ and
she knew η → χ before.

Although every abductive solution is adequate, not every solution is successful.

Fact 4.2. Not every abductive solution is successful.

Proof. Consider the pointed plausibility models below, where each world shows its atomic valuation (the overline indicates
falsity), the arrows indicate the plausibility relation (reflexive and transitive arrows omitted) and the evaluation points are
double circled.

p,q

p,q

p,q

w3

w2

w1

p,q

p,q

w2

w1

p,q

p,q

w1

w2

M Mq! (Mq!)(p∧¬Bp)⇑

Observe how q is an abductive problem at Mq! since it is not known at M (there is an epistemically possible world where q
fails, namely, w3) but it is known at Mq! . Observe also how p ∧¬Bp is an abductive solution since K ((p ∧ ¬Bp) → q) holds
at M (it is true at w1 and w2 because q is true in those worlds, and also true at w3 because p ∧ ¬Bp fails in this world).
Furthermore, p ∧ ¬Bp is a consistent solution since it is epistemically possible in Mq! (p and ¬Bp are both true at w1,
the latter because there is a most plausible world, w2, where p is not the case, and hence the agent does not believe p).
Nevertheless, after an upgrade with p ∧ ¬Bp this very formula is not believed: it fails in the unique most plausible world
w1 because ¬Bp fails in it: the most plausible world (w1 itself) satisfies p and hence the agent now believes p, that is, Bp
is the case. �

Nevertheless, if a propositional solution η is also consistent, then it is successful.

Proposition 4.3. Suppose that at (Mψ !, w) the formula η is an abductive solution for the abductive problem χ . If η is a propositional
and consistent solution, then it is successful.

Proof. If η is a consistent solution, then at (Mψ !, w) there is at least one epistemically possible η-world. Therefore, an
upgrade with η will put worlds that satisfied η in (Mψ !, w) on top of the plausibility order. Now, η is propositional, and
hence its truth-value depends only on the valuation of each possible world; since the upgrade operation does not affect the
valuation, then any world satisfying η in Mψ ! will still satisfy it in (Mψ !)η⇑ . Hence, after the operation, the most plausible
worlds will satisfy η, and thus we will have ((Mψ !)η⇑, w) � Bη. This, together with the fact that at Mψ ! the formula χ is

an abductive problem and the formula η is an abductive solution, yield (Mψ !, w) � 〈Abdχ
η 〉 Bη. �
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We have already stated that a solution is explanatory when it changes the agent’s information. We can also provide a
further classification of abductive solutions according to how much they change the agent’s information, that is, according to
the attitude of the agent towards the solution before it was incorporated.18 For example,

Definition 4.9. Suppose that χ is an abductive problem at (Mψ !, w). The explanatory abductive solution η is said to be

• weakly explanatory if (Mψ !, w) � Bη.
• neutral if (Mψ !, w) �¬Bη ∧ ¬B¬η.
• strongly explanatory if (Mψ !, w) � B¬η.

Again, there are more possibilities if we consider other epistemic attitudes.

4.3.3. Some of the properties in a picture
For the different types of abductive problems, we only need to specify the agent’s beliefs about χ and ¬χ before the

observation: in the following diagrams we will consider anomalous abductive problems. For the different types of abductive
solutions, consider the case in which the solution is consistent and successful (recall that all our solutions are adequate).
We can then extend the diagram of Section 4.2 in the following way.

s1

¬Kχ
K (η → χ)

¬Kη
B¬χ

s2

Kχ
̂Kη

K (η → χ)

s3

Bη

s′
2

ψ ! Abdχ
η

η!

We obtain B¬χ at s1 since χ is an anomalous abductive problem. We obtain K̂η and K (η → χ) at s2 since η is a consistent
and adequate solution, and Bη at s3 since η is successful.

Moreover, consider the case in which both χ and η are propositional, that is, the typical case in abductive reasoning in
which the agent looks for explanations of facts, and not of her own (or, in a multi-agent setting, of other agents’) epistemic
state. In such case, η should be an epistemic possibility not only at s2 but also at s1. But not only that; we can also
state the effects of the abductive step at s2 (the agent will believe η and will still know η → χ ) and of the hypothetical
announcement of η at s1 (she will know both η and χ , and she will still know η → χ ). Therefore,

s1

¬Kχ
K (η → χ)

¬Kη
B¬χ
̂Kη

s2

Kχ
K̂η

K (η → χ)

s3

Bη
Kχ

K (η → χ)

s′
2

Kχ
Kη

K (η → χ)

ψ ! Abdχ
η

η!

This diagram beautifully illustrates what lies behind our understanding of abductive reasoning. In the propositional case,
if η is a consistent and successful abductive solution for the abductive problem χ , then, after abductive reasoning, the agent
will know χ and will believe η. What makes η a reasonable solution is the existence of an ‘alternative reality’ in which she
observed η and, thanks to that, came to know χ . We can also obtain similar diagrams when we consider definitions of an
abductive problem and an abductive solution in terms of an agent’s beliefs.

We will now put our framework to work, showing how our abductive reasoning steps work in a ‘real’ example.

18 This, of course, also depends on the specific way in which an upgrade with a given ψ changes the model. As we have stated, the definition we are
currently working with is just one of the many possible ways in which ψ-worlds can be placed at the top of the plausibility order.
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4.4. An example

Consider the following variation of an example from [3].

Mary arrives late to her apartment. She presses the light switch but the light does not turn on. She knows that if the electricity
supply fails then the light will not go on, so she assumes that indeed the supply has failed.

Let us analyse the situation. It starts with Mary’s irrefutable observation that the light does not turn on. After observing
it, this fact becomes part of Mary’s knowledge, but it is knowledge that is not justified (i.e., supported) by the rest of her
information. In other words, even though Mary knows now that the light does not turn on, before the observation she did
not have any piece of information that would have allowed her to predict it. Hence, according to our discussion in Section 2,
the fact that the light does not turn on constitutes an abductive problem for Mary. Nevertheless, before realising that the
light does not turn on, Mary knew that if the supply fails the light does not work. Therefore, after observing that the light
does not work, it is reasonable for Mary to assume the failure of the electricity supply: if she had known that before, she
would have expected the lack of light. In other words, the fact that the electricity supply has failed is an abductive solution
for the stated abductive problem.

More precisely, Mary knows a piece of information (the light does not turn on) and she also knows how she could have
predicted it (if the electricity supply fails, then there is no light). Therefore, Mary has reason to suspect that what she would
have needed to make the prediction is actually the case (she believes that the electricity supply has failed).

Here is the whole process in detail. The model below, M , involves atomic propositions l (“the light does not turn on”)
and e (“the electricity supply fails”); it represents Mary’s information immediately before realising that the light fails. In the
model, the three worlds are equally plausible. Observe how (1) Mary knows that if the electricity supply fails there is no
light, but she does not know that there is no light. Moreover, (2) she believes neither that the light fails nor that it does
not. The formulae on the right express this. (They are true in every world in the model, and hence no evaluation point is
specified.)

l, e l, e

l̄, e

w1 w2

w3

M

(1) K (e → l) ∧ ¬Kl

(2) ¬Bl ∧ ¬B¬l

Mary then observes that the light does not turn on. This works as an observation of l, and produces the model Ml!
below in which the unique world that does not satisfy l (at M), w3, has been discarded. In this resulting model Ml! (1)
Mary still knows that if the electricity supply fails there is no light, but now she also knows that the light does not work.
Nevertheless, (2) Mary does not believe that the electricity supply has failed, nor believes that it has not. The formulae on
the right of the diagram express all this.

l, e l, e

w1 w2

Ml!

(1) K (e → l) ∧ Kl

(2) ¬Be ∧ ¬B¬e

Thus, Mary did not know l, but after the observation she knows it; hence, she has an abductive problem with l. This
abductive problem is, in fact, novel, since at M Mary believed neither l nor ¬l.

In order to explain the lack of light, l, Mary decides to apply abductive reasoning. The formula e is a solution for the
abductive problem l because at M Mary knew e → l. In other words, if before observing l, Mary had known e, then she
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would have been able to predict l. The model below, the result of observing e in the original model M , shows this: if she
had observed a failure in the electricity supply, (1) she would know that, but also (2) she would know that the light will
not turn on.

l, e

w2

Me!

(1) K e

(2) Kl

Moreover, e is a consistent solution since Mary considers it possible after observing l (i.e., at Ml!).
Now that we have justified why e is a reasonable explanation, let us continue with the example. After observing the lack

of light (model Ml!), Mary applies abductive reasoning with the solution e. The resulting model appears below on the right.

l, e l, e

w1 w2

Ml!

Abdl
e�⇒

l, e

l, e

w2

w1

(Ml!)e⇑

There is a new plausibility order in the resulting model: now w2 (the unique world that satisfies e), has become more
plausible than w1. In this resulting model (1) Mary still knows that there is no light and still knows the link between
that and the failure of the electricity supply. However, as a result of abductive reasoning, (2) Mary now believes that the
electricity supply has failed (the solution is successful and, given Mary’s beliefs about e at Ml! , neutral). All this is expressed
by the following formulae, true at any world of the resulting model (Ml!)e⇑

(1) Kl ∧ K (e → l) (2) Be

Abductive reasoning has given Mary an explanation for the observed fact l: now she believes that the electricity supply
has failed, Be.

5. Summary and further work

We have presented an approach to abductive reasoning from an epistemic and dynamic perspective. First, we have un-
derstood abduction as a process that: (1) is triggered by an epistemic action through which the agent comes to know/believe
certain χ that otherwise she could not have been able to know/believe; (2) looks for explanations in the set of formulae
that could have helped the agent to come to know/believe χ ; and (3) produces a change in the agent’s beliefs in order
to accept the chosen explanation. These ideas have then been made more precise within the DEL framework by presenting
definitions of an abductive problem and an abductive solution, and introducing a dynamic modality that allows us to de-
scribe the effects of an abductive reasoning step. We have also discussed some properties of our proposal and presented a
detailed example.

Our approach includes: (1) an innovative classification of abductive problems in terms of both how convinced the agent
is of the problematic formula (she knows it, or just believes it) and how plausible the formula was before the epistemic
action that triggered the problem; (2) an innovative classification of abductive solutions based not only on their deductive
relation with the abductive problem or their syntactic form, but also in terms of both their plausibility before the problem
was raised and the way it will affect the agent’s information once they are incorporated; (3) a new perspective in which we
search not for the best explanation, but rather for the agent’s best explanation, and the possibility to carry out this search in
terms of which explanations are more likely from the agent’s point of view, that is, in terms of the agent’s beliefs; (4) the
possibility of integrating the chosen solution into the agent’s information in a natural way as something the agent will
believe (which, in particular, allows us to identify trivial solutions not due to their form but rather due to their effect).
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The present work constitutes only the first step towards a proper study of abductive reasoning from an epistemic and
dynamic perspective, and therefore there is still work to do, the most important task being what is claimed by many authors
to be the heart of abductive reasoning: the selection of the best explanation(s). Our epistemic perspective offers us several
interesting alternatives, and a proper study and analysis of these options is in order (a first exploration can be found in
[29]).

We can also refine what we have studied so far. Recall that our specific definition of an abductive problem (Definition 4.1)
relies on the fact that, within the DEL framework, agents are logically omniscient. In a non-omniscient DEL setting (e.g., [40])
our original proposal for an abductive problem (Section 2.1.1), based on the idea of χ not being derivable, would produce
a different specific definition and would allow us to classify abductive problems and abductive solutions according to some
derivability criteria. Moreover, we would also be able to analyse the full abductive picture presented in Section 2.2 which
requires inference steps in the ‘alternative reality’ path.

But we can do more than just follow the traditional research lines in abductive reasoning, and here we mention just
two interesting possibilities. Firstly, the DEL framework allows us to deal with high-order knowledge, and thus within it
we can study cases in which an agent, instead of looking for an explanation of a fact, looks for an explanation of her own
epistemic state. Interestingly, explanations might involve epistemic actions or the lack of them. Secondly, the DEL framework
allows us to switch to a multi-agent scenario where abductive problems arise in the context of a community of agents. In
such setting, further to the public observation and revision used in this work, actions that affect the knowledge and beliefs
of diverse agents in different ways are possible. For example, an agent may be privately informed about ψ : if this raises
an abductive problem χ for her and another agent has private information about η → χ , they can interact to obtain the
abductive solution η.
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